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Abstract

In this paper the two and three dimensional of a single shape partitioning
problem is revisited by means of an iterative, non supervised, very fast and
effective algorithm. The notion of visibility context is used as the shape
signature, which actually provides a physical meaning to the representation.
The visibility serves as a means to manipulate on the shape parts applying
clustering techniques to the corresponding graph. Therefore, the decomposition
problem is re-casted as a clustering problem. An unsupervised Diffusion
Clustering Algorithm (DCA) is proposed, which efficiently achieves to capture
the functional shape parts. Although the proposed DCA algorithm is developed
and fits very well to the specific problem of the shape partitioning, its utility
is undoubtedly much more general. Experimental results conducted on two
and three dimensional shape databases are very promising.
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1. Introduction

Automatic two dimensional (2D) and three dimensional (3D) shape segmentation
into functional parts is undoubtedly useful for several applications (shape
retrieval, skeleton extraction etc) that employ the divide and conquer strategy
- which is usually more efficient in terms of computational complexity - and
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obviously benefits from segmentations that match the human perception.
Although some remarkable efforts have been made and many partitioning
algorithms have been proposed [1], the issue is still challenging in the scientific
society, mostly due to the perceptual interference. In addition, sometimes,
the quality of segmentation is application dependent. All these remarks
manifest the well known gap that exists between low and high level description
of a shape.

In the method proposed in this paper, the shape is modeled by exploiting
its visibility context which is proved to be an effective and perceptual compatible
way of representation [2]. Using the visibility context indirectly implies that
the convex parts of each shape are captured, which are known to imitate
the human’s way of partitioning. For each shape, the visibility context is
tabulated into a binary adjacency matrix, resulting from the corresponding
undirected graph. As in every such graph, defining an appropriate neighborhood
is considered essential in order to model local geometry. Besides its contribution
to better shape representation, the neighborhood restriction lays the respective
matrix sparse which in turn drastically reduces the needed computational
cost.

A basic notion which is used in the proposed method, is the diffusion
procedure, which is efficiently alternated iteratively with a shrinking process.
Diffusing the visibility context succeeds in efficiently capturing the non-rigid
parts of a shape, while the shrinking procedure is actually a normalization
process which aims to restrict excessive diffusion. Iterating these two distinct
steps a certain number of times results in a robust shape partitioning matrix.
It is worth mentioning that the visibility matrix which represents the shape is
in full accordance with the proposed Diffusion Clustering Algorithm (DCA),
which produces a new adjacency binary matrix at each iteration. It should
be also noticed that this is a non-parametric search, very well suited to the
shape decomposition problem with unknown number of output clusters. The
algorithm can be applied to both 2D shape boundaries and 3D meshes, with
very good results as it is shown in the experimental results section. Once the
visibiloty matrix is constructed, the proposed iterative clustering procedure
is very fast and effective. A comprehensive view of the proposed diffusion
clustering algorithm decomposition method is depicted in Figure 1.

The paper is organized as follows. In Section 2 an overview of the existing
shape segmentation methods is given. The visibility graph construction is
described in Section 3 and in Section 4 the novel clustering algorithm is
presented. The obtained experimental results are contained in Section 5 and
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finally the paper concludes in Section 6.

Figure 1: An outline of the proposed shape decomposition method. In the first stage the
visibility context is assigned. The neighborhood information is incorporated by canceling
connections outside the defined neighborhood. In the second stage the diffusion process
extends visibility while increasing adjacency in intra-class nodes. In the shrinking step
a threshold is applied reducing weak connections and organizing the final classes, which
emerge in the final stage.

2. Literature Overview

Generally, there exist two main categories of shape segmentation. The
first category consists of methods that aim to partition a shape into purely
geometric components, while in the second one, methods that divide a shape
into meaningful components are included. As our proposed method falls into
the second category, we will mainly proceed with briefing the algorithms of
this group.

As already mentioned, decomposing a shape into its functional parts is
not an easy task due to the involvement of the humans perception. However
there exist some rules, borrowed from the field of cognitive theory that assist
finding correct decomposition methods. The most important are the minima
rule [3] and the short cut rule [4]. According to the former rule the negative
curvature minima of the bounding contour (i.e. convex parts) are considered
as potential points of shape separation while to the latter one the assumption
that humans divide a shape using the shortest possible cuts is invoked. In
the following paragraph methods that use the above mentioned rules, but
not limited to, are briefly described.

The authors of [5] propose a method that uses both convex -that are
easily obtained- and non-convex parts for decomposition. The latter parts
are acquired by using a contour evolution procedure. In addition, in [6] the
shape decomposition is achieved either by cutting the shape in a way that
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the remaining item has the simplest structure or the part itself takes on a
simple shape. A method that uses the notion of cuts in a shape, is introduced
in [7]. The authors solve a combinatorial optimization problem in order to
select an optimum set of edges of a constrained Delaunay triangulation of a
given polygonal description of a shape. To continue, other methods basically
try to detect the convex parts of a shape. In [8], a polygon is used for the
shape representation and a user tuning parameter determines the convexity
tolerance. In [9], based on the notion of “mutex pairs”, a stricter convex
shape decomposition is proposed. The method proposed in [10] achieves to
relax the convexity constraint proposed in [9] in an attempt to avoid over
segmentation. The convexity tolerance is also specified by a user parameter.

Other category of algorithms include an appropriate graph construction
stage as a head-start which represents the shape. The method introduced in
this paper belongs to the group of graph-based methods, so we consider it
essential to review some other techniques of this group. Preliminary results
have been presented in [11] for 2D shape decomposition, which were very
promising. In [12] a 2D shape is represented by a binary graph, which
captures the mutual visibility of boundary pairs, followed by a graph theoretic
clustering method in order to partition it into clusters that intuitively correspond
to shape parts. A similar graph to the [12] is also used by the authors
of [13] but the neighborhood information is additionally incorporated by
canceling connections outside the defined neighborhood. This method uses a
NMF-based algorithm, posing though additional constraints. Other method
that uses a constrained NMF algorithm is proposed in [14], which is applied
in 3D meshes. At last, a dominant sets unsupervised approach which is
based on the notion of the clique graphs and achieves noteworthy results is
presented in [15].

For the 3D shapes, there exist two different methods of segmentation,
namely, the part type and the surface type. In the first type of methods
the objective is to decompose a mesh into volumetric parts of perceptual
meaning, while in the latter the aim is to partition a surface into patches,
following certain criteria. We are mainly interested in the first group of
algorithms, and so is the discussion that follows. The concepts supporting
this decomposition can be mainly classified into i) minima rule ii) connection
to the shapes volume to the mesh surface iii) hierarchical clustering iv)
skeleton-based segmentation and v) salient point and core estimation [16].

Methods that are based on the rationale of the convexity rule usually
follow the minima rule approach. In [17] the components are first found in
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a fuzzy clustering method: the notion that each face belongs to exactly one
partition, is relaxed. The final decomposition is accomplished by using a
minimum cut algorithm. To continue, in [18] spectral clustering is applied to
3D meshes, which uses the pairwise face distances that are proposed in [17] for
mesh segmentation. An eigenanalysis of the normalized affinity matrix, which
tabulates the likelihood of each pair of faces belonging to the same group
is performed, where the k largest eigenvectors are used. Then a k -means
algorithm is applied to, that results in faces’ grouping, given an initial guess
of cluster centers.

Methods described in [19] and [20] connect the shapes volume to the
mesh surface. In the first one 3D shapes are decomposed using the Poisson
equation as signature, which assigns a value to each internal voxel in the
shapes volume. A recursive algorithm follows, and finally, a post processing
refinement procedure concludes this method. Although the second method is
based on the convexity rule, it uses morphological operations to embed this
rationale. Experiments in 2D shapes are conducted, but it can be directly
applied to 3D shapes by using voxelization.

Other methods include hierarchical algorithms which create a hierarchy
of decomposition results, appropriately organized into a tree. Attene et al.
[21] use the hierarchical clustering in order to partition the mesh triangles so
that they can be approximated by certain geometric shapes.

To continue, there also exist methods that presuppose the skeleton construction
for the 3D object and use it for the decomposition issue. Such method is
studied in [22] where the notion of 3D shape partitioning based on visibility is
described, assuming that the skeleton of the 3D mesh is firstly computed. In
addition, a method closely related to skeleton directions but using generalized
cylinders to represent a complex shape is proposed by [23].

Moreover, algorithms that take into account salient points are also used
for mesh decomposition. Salient points are those placed at the extrema of
the mesh. The core of the mesh is also extracted, which is simply the main
body of an object. The authors of [16] introduce a 3D mesh segmentation
algorithm by firstly computing the prominent features of the mesh and then
approximating its core. In the end, the partitioning boundaries are traced
and refined using a minimum cut algorithm. In addition, in [24] an attempt
is made to achieve pose invariance, so the mesh vertices are transformed into
an appropriate representation using the Multidimensional Scaling. Then,
prominent feature points are computed and the core components are extracted.
In the last step of the method, a mesh refinement is accomplished. Note that
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the first step of this algorithm can be applied as a preprocessing stage in
other shape segmentation algorithms.

Furthermore, other methods [25] try to decompose an object into almost
rigid components. Specifically, modal analysis of the Hessian of the deformation
energy is introduced in order to find the low energy deformations. Because
of the usage of modal analysis, this method is closely related to spectral
techniques which have been used for the shape decomposition problem.

There also exist methods that exploit the advantages of the diffusion
distance for the issue of mesh partitioning. In [26] articulated characters
are decomposed by using the diffusion distance to achieve a coarse-to-fine
hierarchy while additionally a new definition of medial structures is introduced.
Note that the diffusion distance only makes sense for two points, since the
diffusion distance from a point to itself is set to zero. On the other hand, in
[27] the auto diffusion is introduced, which actually describes the diffusion
from a point to itself.

Although several interesting developmenets introduce the usage of training
data [28] or other approaches propose to jointly segment shapes [29], in this
paper we will focus on single shape segmentation.

Finally, we consider it essential to provide a little more extended description
of the methods described in [30, 31]. The main reason is that in these
methods the visibility information is also exploited and used. Specifically,
the authors in [30] decompose a shape into almost convex parts. The shape is
represented by a binary matrix that tabulates the similarity relations between
nodes, using the normalized Laplacian formulation. However, this matrix
does not consist of any information regarding the neighborhgood, which is
important, since the Laplacian is based on locality. An eigenanalysis follows
while the parameter that defines the output number of clusters has to be
extensively searched by using the k -means algorithm. The method described
in [31], is based on the work of [30], but uses a different approach. Instead
of assuming point to point visibility, visible patches are used and fused to
form weakly-convex components. Then, a volumetric signature is assigned
at each component [32] and and Earth Mover’s Distance is used to construct
the dissimilarity matrix between components. Using a threshold, adjacent
components are merged (if needed) to form the final clusters. Although
this method results in very good results and is said to be non-parametric, a
disadvantage is the number of parameters that should be appropriately set.
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3. Visibility Context

3.1. Preliminaries

The 2D shapes are easily represented by the following set of N vertices

V = {1, 2, . . . , N}

that describes the shape boundary. This plane curve can be also defined
through the path traced by the following N position vectors:

pi = [xi, yi]
t, i = 1, 2, ..., N. (1)

While in the 2D shapes their boundaries are adequate for their representations,
in the 3D case the classical way of describing them is by using meshes.
Specifically, given a solid shape O, its boundary is discretized by a triangle
mesh ∂O = {V ,F}, where the set V contains the vertices and the set
F = {f1, f2, . . . , fNf} the triangle faces respectively. Each face is a triplet
of integers, denoting the triangle of vertices’ connection. In this case, each
component of the set V can be equivalently defined through the following 3D
position vector:

pi = [xi, yi, zi]
t. (2)

3.2. Visibility Rule-Definition

All pairs of vectors (pi, pj) in terms of their visibility, can be characterized
as visible or invisible ones. Namely, a pair is defined as visible if the following
Visibility Rule (VR) holds:
VR: Vectors (pi, pj) (equivalently nodes (i, j)) are visible if the line

segment ` connecting them is totally located inside the plane curve or the
mesh for 2D and 3D case, respectively.

In this work the visibility context plays a vital role as it captures the most
useful information of the shapes and will serve as the head-start for solving
the shape decomposition problem. The visibility between two points has
been widely studied in motion plan and computational geometry [2]. For the
2D case an axample clarifying the VR is provided in Figure 2. Although in
a 2D shape the visibility between its boundary points can be easily checked,
an appropriate explanation should be given in cases of 3D objects.
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Figure 2: Point 1 is visible with point 3, while points 2, 4 violate the VR.

3.3. Determining Visibility in 3D Meshes

In order to validate the VR for the case of the 3D shapes, it is essential to
compute the visibility of each node of the mesh. In other words the problem
reduces to finding the intersections between a line segment whose endpoints
are found in the V set and a fi triangle of set F . Although there exist several
methods in the bibliography [33], the method we adopted for this task uses
simple geometry, which we briefly describe here.

The method starts by first computing the parametric coordinates of the
intersection points in the plane and then determines whether this intersection
points lie in or out the triangle fi. Obviously if the segment does not intersect
with the plane, then it also does not intersect with the triangle.

Let p1 be the position vector of some point P1 and let n be a nonzero
vector. Then, it is well known that the plane determined by this point and
vector, consists of those points P with position vector p, such that the vector
drawn from p1 to p is perpendicular to n, that is:

〈n,p− p1〉 = 0 (3)

where 〈x,y〉 denotes the inner product of the vectors x, y. Let us now define
the 3D line joining the position vector pi−pj with the following parametric
equation :

p(r) = pi + r(pj − pi), r ∈ [0, 1] (4)

with p(0) = pi and

p(1) = pj
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Let us also consider that 〈n,pj − pi〉 6= 0, that is the vector pj − pi is not
parallel to the plane defined by (3). Then, the following proposition can be
easily proven.
Proposition 1: The 3D line defined by (4) intersects the plane of (3) at the
point p(r0) with:

r0 =
〈n, p1 − pi〉
〈n,pj − pi〉

, r0 ∈ [0, 1]. (5)

Proof. The proof is easy and is ommited.

As it is clear using Proposition 1 it is easy to decide if a line segment
with its endpoints in the V set intersects the plane defined by a triangle
contained in the set F . Indeed, having computed the intersection points
between a line segment (Eq. (4)) and the mesh triangle we have to decide for
the validation of the VR. Obviously, if there exists at least one intersection
point then the VR does not hold. However, in cases where the line segment
does not intersect with the mesh we additionally have to distinguish between
the inside and the outside. For this purpose, we compute the midpoint of
the corresponding line segment and determine whether it is found inside the
3D mesh. This is based on the assumption that if this midpoint is located
outside the mesh, then it will cross the surface an even number of times in
each direction (x, -x, y, -y, z, -z), otherwise it will cross it an odd number.
However, notice that using only a point (i.e., the midpoint) is only a simple
heuristic and sometimes provides false results.

3.4. Visibility Graph Construction

Having defined visibility between all pairs of points we can now form the
following visibility graph:

G = (V , E , W ) (6)

where V , E are the vertices and edge sets while W is an N×N binary matrix
with its elements defined as follows:

wij=

{
1, if vertices i, j satisfy the VR
0, otherwise.

(7)

For the rest of the paper we will refer to matrix W as the visibility matrix.
In addition, for the sake of simplicity we will describe our method using
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(a) (b)

Figure 3: A 2D camel shape (a) and the corresponding visibility graph G (b).

mainly 2D shapes for examples. Appropriate reference and explanations for
3D variations will be provided when it is needed. The visibility graph G of
the 2D camel shape shown in Figure 3(a), obtained from the application of
the VR, is depicted in Figure 3(b). As it is obvious the structure of this
matrix does not facilitate shape partitioning. An ideal matrix for the shape
decomposition problem should have the form of an almost block diagonal one
(Figure 4(a)), where each one of its non-overlapping blocks would represent a
single shape component, as it is shown in Figure 4(b). The basic idea behind
this idealization is that each shape component can be represented by a block
in the respective block diagonal matrix. Thus, the shape decomposition
problem for the 2D case, can be restated as follows: Given the visibility
matrix W construct a block diagonal matrix that best approximates the
desired form. The same notions hold for the 3D shapes mesh where consecutiveness
of the mesh points does not exist and therefore an extra processing has to
be applied to provide the proper ordering of the nodes.

3.5. Neighborhood Based Visibility

Each shape is represented by its binary visibility graph G, which is obtained
by simply applying the VR to each pair of nodes. Although this representation
seems to be natural, it lacks of a physical interpretation, as it does not
model appropriately the neighborhood. Indeed, in the G there are edges that
link vertices which definitely belong to different parts. Such an example is
illustrated in Figure 5(a) where we can see that although vertices i, j form a
visible pair, their edge does not contribute in revealing the meaningful parts
of the shape, as it links different shape parts. Point i is part of the cow’s head,
while point j is found in the cow’s leg. Although in Figure 5(a) the problem
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(a) (b)

Figure 4: The almost block diagonal matrix (a) resulted in the ideal camel decomposition
(b). Each block of the matrix denotes a unique shape segment.

is shown for a planar shape, the same holds for the solid shapes. In order
to overcome this problem the visibility graph G should be redefined so as to
constrain visibility in an appropriately defined neighborhood. Therefore, in
either the 2D or the 3D case, a radius should be estimated which poses an
essential constraint to the G. In this section this issue will be discussed.

For the 2D case (taking into account that nodes are placed in a sequential
way), it is easy to observe that the edges which lay away from the main
diagonal dissociate the corresponding W matrix from its ideal block diagonal
form. Therefore there arises the need to limit the visibility within a neighborhood.
Note also that there exist many popular types of nearest neighbor that
transform a given data point set with pair wise similarities into a graph,
such as the k-nearest neighbor graphs (or the mutual k- nearest neighbor),
the e-neighborhood graphs [34] and others that define the neighborhood by
using a distance threshold. However, due to the prior knowledge that a
shape component is formed by a number of consecutive boundary points
(or neighbor triangles, for the 3D case), using the edge length information is
inappropriate, as it does not ensure that the neighborhood includes sequential
boundary points (or neighbor triangles, respectively). Consequently the
distance we use is calculated as the number n of the intermediate points
when moving along the contour (adjacent nodes) or when traversing the 3D
shape moving on adjacent triangles. The n-restricted N ×N binary matrix
Wn can be easily obtained from the application of the following constrained
visibility rule:
CVR: Two vertices are visible if the VR holds and additionally their
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(a) (b)

Figure 5: Although points i, j do not violate the VR, it is obvious that they link different
shape parts (a). On the other hand, points i, j are not visible but they are linked through
points m and k, i.e. they are visible through a walk of length two. (b). This figure serves
as an introduction to the diffusion process described in Section 4.1

.

distance is within the n-radius.
As it is clear, according to the CVR, edges which link distant vertices are set
to zero. In Figure 6 we can see Wn matrices for different values of the radius
n. As it is obvious this parameter influences the number and the size of the
groups that seem to emerge in the main diagonal.

The next step is to estimate somehow the distance radius n. The basic
idea is that vertices belonging to a component are almost mutually visible,
if we assume that most of them have high convexity. In order to capture
the neighborhood we have to take into account the geometry of each shape
(i.e. nodes’ connection), which is simply represented by the adjacency matrix
A. Either for the 2D or the 3D case, it is a symmetric matrix denoting the
connectivity of nodes (of the contour or the mesh, respectively). We assume
that the edge length is set to one, therefore the adjacency matrix is a binary
one. We progressively move through the nodes, starting each time from a
node i and travelling to all other nodes that comply with the VR, using the
shortest path.
Lemma 1: Let A be the adjacency matrix of a given graph G = (V , E , W ),
having p nodes and q be a positive integer. Then, the number of distinct
walks of length q joining the pair of nodes (i, j) is given by the corresponding
element aqij of matrix Aq [35]. Although Lemma 1 proposes a known concept
in graph theory, we are going to provide the proof for completeness.

Proof. We are going to provide a simple proof for the case where q = 2. It

12



(a) (b) (c)

Figure 6: n-restricted binary matrices Wn resulting from the W matrix of the camel shape
for the values of parameter n with values 20, 40 and 50, respectively.

.

has to be proven that the number of walks from node vi to node vj is the (i,
j) element of the matrix A2 i.e the following:

a2ij =< ai, aj >=

p∑
u=1

aiuauj (8)

The nonzero elements of the row and column vectors ai, aj, respectively
denote the connections of nodes i and j to the p nodes of the graph. Therefore
for each u the nonzero value of the product aiuauj announces a connection
between i and j nodes via node u, which is actually a two-length walk.
Consequently, the sum over all nodes in (8) counts all these walks and this
concludes the proof for the case of q = 2.

The proof can be easily generalized for any integer power of matrix A, by
induction on q.

In the sequel we are going to apply Lemma 1 in order to define the
neighborhood based visibility matrix. More precisely for each node, we are
interested in calculating the number of visible nodes that are n steps distant,
where n = 1, 2, ..., N/2. To this end, let us define the matrix Sn:

Sn = (sign(An)− sign(Bn−1))� sign(An)�W (9)

where � denotes the Hadamard product,

Bn−1 =
n−1∑
k=1

Ak, (10)
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andW is the visibility matrix. Note that the sn,ij element of the aforementioned
binary matrix is defined as follows:

sn,ij =

{
1, if (sign(anij) = 1) & (sign(bn,ij) = 0)& (wij = 1)

0, otherwise
(11)

where & is the logical AND operator. As it is clear sn,ij indicates the
existence of at least one of, at least, n steps length admissible path (with
regard to the VR) between nodes i and j. Therefore, summing all matrix
elements, that is:

s(n) =
N∑

i,j=1

sn,ij , n = 1, 2, ..., N/2, (12)

provides us with a measurement of neighborhood within a radius n.
Note that each value of the above defined sequence denotes how many out

of the N vertices share visibility with neighbors of distance n. The maxima
of this sequence denote potential values of the radius n. For the 2D case,
we usually keep the second or third maximum value of the above mentioned
sequence, as for next maxima positions the radius n usually obtains a large
value which does not facilitate capturing an appropriate neighborhood. For
the 3D case usually a single maximum appears. In Figure 7 such sequences
are depicted for the 2D case and the 3D case, respectively. For the 3D case
the values of sequence s are set to zero after some value of the parameter n
which means that we can traverse the whole graph.

Applying the above defined threshold value n, the binary n-restricted
N×N matrix Wn is obtained. Although this method may not be the optimal,
is simple and as we are going to see from the experiments we have conducted,
achieves good results. For example, in Figure 8 a 3D mesh is depicted
accompanied by its corresponding W matrix. Applying the CVR using the
appropriate radius n, the constrained matrix Wn is obtained. Notice that
the groups do not seem to appear in the main diagonal as the mesh points
are not placed in an appropriate sequential order. However, in the last image
of this figure, nodes are reordered for visualization purposes, so as to clarify
the resulting block diagonal matrix.

4. The Diffusion Clustering Algorithm

In our framework discussed so far no feature vector was defined. Besides
the visibility matrix W was adopted as the adjacency matrix and used for
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(a) (b)

Figure 7: The sequences s(n) for neighborhood n computation are depicted, for the 2D
camel shape (a) and for the 3D shape glass (b). Notice the effect of VR in the obtained
curves.

further processing. This formulation of the shape decomposition problem is
very well matched with a certain type of clustering algorithm presented in
the next step, which constitutes the core of our method. There also exist
other algorithms belonging to the same category, such as the ones referred in
[36, 37, 38, 39], to mention a few. We introduce an iterative algorithm which
efficiently captures the meaningful parts of a shape, diffusing the visibility on
the one hand while on the other hand an appropriate “shrinking” procedure
is applied setting a bound to the diffusion process. In the diffusion step each
vertex is expanded and new edges appear to the original visibility graph.
In the shrinking step which follows, important edges are kept while the rest
are dismissed. These two processes, i.e. the diffusion and the shrinking, are
alternated iteratively until convergence is achieved. The main functions of
our proposed method are available online.1

4.1. Diffusion Process

Undoubtedly the n-constrained visibility matrixWn provides a good representation
of a shape. The idea of visibility context is strongly connected to the notion
of clique2 graphs. Points that are in convex position to each other are
visible, therefore we can detect cliques in a graph. However there still exist
vertices that belong to the same segment, but are not visible. This is easily

1https://github.com/ffotopoulou/mycodes
2In an undirected graph a clique is a subset of its vertices such that every two vertices

in the subset are connected by an edge.
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(a) (b) (c) (d)

Figure 8: A 3D mesh represented by 1500 nodes of a glass shape is shown (a) and the
corresponding W matrix (b). Applying the CVR will result in a constrained matrix Wn

(c). Finally, the block diagonal - appropriately reordered for visualization purposes is
shown in (d).

(a) (b) (c)

Figure 9: A simple graph (a) and the corresponding adjacency matrix (b). Elements of the
squared adjacency matrix denote the number of two-length walks between nodes, while in
the main diagonal the graph’s degrees appear (c).
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comprehensible if we think that an arbitrary shape segment is not strictly
convex in the general case. Additionally, solving this problem becomes more
necessary in bendable shape-parts. Therefore there emerges the need to
somehow relax the VR. An example visualizing the above observations for
the 2D case is depicted in Figure 5(b). In this figure it is obvious that the
pair of i, j vertices does not satisfy the VR. However these vertices are both
visible by vertices m and k. In other words, the i, j pair is not directly
visible but it is visible through vertices m or k, or alternatively we can move
from vertex i to vertex j (and vice versa) by tracing a walk of length two.3

The number of “two-step visibility” is very crucial for a meaningful grouping
of vertices. As already mentioned in Lemma 1, a way to tabulate all these
walks of length two is by calculating the squared matrix of Wn (i.e. in this
case adjacency matrix is the visibility matrix Wn and the integer q is set to
2). This operation is considered as a diffusion process, as information flows
from one node to another in a meaningful way. A simple example of the
above procedure concerning the “paths of length-two” is given in Figure 9.
Therefore, to this end, we define the diffusion matrix Dn as follows:

Dn = W 2
n (13)

Contrary to the visibility matrix W , note that the diffusion matrix Dn is
not binary as each element dn,ij tabulates the number of the possible length
two paths between vertices i and j. It should be also noticed that more
than two-length diffusion does not optimize the process whilst increase the
complexity a great deal. Selecting a higher value for the parameter q is
actually included in the iteration scheme that is followed.

4.2. Shrinking Procedure

As it is obvious from (13) each element dn,ij of the diffusion matrix Dn is
obtained by calculating the inner product of the row-vectors wn,i and wn,j

of matrix Wn:

dn,ij = 〈wn,i,wn,j〉 = ||wn,i||2||wn,j||2cos(θij), (14)

where ||x||2 denotes the `2 norm of the vector x and cos(θij) the cosine of the
angle between the two aforementioned vectors of the visibility matrix Wn.

3We assume that a visible pair of vertices is linked by an edge of length one.
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We normalize each element dn,ij of the diffusion matrix Dn according to
the corresponding degrees of the vertices i and j, of the Wn matrix, that is:

don,ij =
dn,ij√

deg(i)deg(j)
, (15)

where deg(k) denotes the degree of node k and don,ij the normalized counterpart
of the element dn,ij. Therefore, each element of the normalized diffusion
matrix Do

n is defined by:

don,ij = cos(θij) ∈ [0, 1] (16)

and tabulates the similarity between the corresponding vertices i and j of the
visibility graph G. In cases where the vectors are orthogonal their similarity
is equal to zero, while for vectors in phase the similarity is maximum. In
order to somehow set a bound to the diffusion process we proceed with a
thresholding procedure:

dtn,ij =

{
1, if don,ij ≥ t

0, otherwise
(17)

where dtn,ij denotes the thresholded (i, j) element of the normalized diffusion
matrix when using a threshold value t ∈ [0, 1]. This is essential to the
proposed method, as it consists actually a shrinking operation that cancels
weak edges (i.e. those with very small number of two-length visibility) that
may have resulted from the diffusion operation. In particular, thresholding
toggles the operation between the one and two-length walks. Precisely, in (17)
a shrinking procedure is described which aims to retain the edges which link
vertices that share great similarity. In that way, contribution of the strong
edges is enhanced while edges with less importance are ignored. Finally, the
binary Dt

n matrix serves as the new n-constrained visibility matrix for the
diffusion process, that is:

Wn ← Dt
n, (18)

which is used in the next iteration of the algorithm.
The above described steps (diffusion and shrinking) are repeated until the

convergence to a block diagonal matrix (for the 2D shapes) or an unordered
block matrix (for the 3D case) but with groups of identical rows is achieved.
The effect of the diffusion and the shrinking procedure when applied to the
simple graph of Figure 9, is shown in Figure 10.

18



(a) (b)

Figure 10: The diffusion matrix for the graph of Figure 9 is shown (a) and its binary
counterpart resulting from the shrinking procedure, after the first iteration (b). These
two figures exemplify the two steps of the algorithm.

(a) (b)

Figure 11: The final matrix Wn of the camel shape resulting from the application of the
proposed method. Notice its almost block diagonal structure and its resemblance to the
ideal matrix of Figure 4 (a). Each block in the main diagonal corresponds to a single
shape part, denoted in different color (b).

Algorithm 1 contains the outline of the proposed Diffusion Clustering
Algorithm. The algorithm outputs, after a number of iterations, the final
matrix Wn, that contains the shape components. In Figure 11(a) the almost
block diagonal matrix Wn of the camel shape is shown. As we can see the
above mentioned matrix approximates well the ideal matrix of Figure 4. In
Figure 11(b) the corresponding decomposition results of the camel shape are
depicted. Notice that small blocks or blocks that are not well-defined do not
correspond to shape segment and are not present in Figure 11(b). The way
these inappropriate blocks are treated is described in the next section.

4.3. Component Extraction

The output matrix Wn produced by the proposed Diffusion Clustering
Algorithm described above, provides the necessary information to extract the
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Algorithm 1 :Diffusion Clustering Algorithm

1: procedure DCA(G, t)
2: Construct W according to the VR.
3: Define the radius n and construct matrix Wn.
4: repeat
5: Use (13) to form the diffusion matrix Dn.
6: Use (15) to compute the normalized matrix Do

n.
7: Use (17) to form the binary matrix Dt

n.
8: Set Wn=Dt

n

9: until convergence not achieved
10: Return Wn

11: end procedure

shape components. For 3D shapes, each component is formed by grouping
together points i with the same rows wn,i in the matrix Wn. This is a
simplified clustering scheme facilitated by the ideal form of the matrix Wn.
The same could apply to the 2D case. However in 2D case and due to the
block diagonal form of the matrix Wn a more precise but simple method is
adopted which handles situations where a few points in the borders of the
blocks (i.e. the shape segments) bear an uncertainty to which neighboring
block belong to. We tackle this problem, by constructing a novelty curve [40]
and applying standard processing techniques. The one-dimensional novelty
curve is defined as c = c1, c2, . . . , cN−1, where ci = ||wn,i+1 −wn,i||2. For an
accurate location of the transitions between blocks, we set a threshold τ to
the curve c revealing the positions of prominent peaks.

5. Experimental Results

In this section we are going to apply the proposed method to a number
of experiments on 2D and 3D shape databases and its effectiveness in the
shape decomposition problem is investigated. The parameter selection was
done experimentally. In the diffusion clustering step the t threshold takes
values from the set {0.3, 0.4, 0.5}. For the 2D shapes the parameter t is
always set to 0.5. The novelty curve threshold is set τ=0.2. Finally, in order
to reduce the computational complexity, all shapes were downsampled. For
the 2D boundaries, the number of points N was set to 200 and for the 3D
case N was set to a value between 1000 and 2500.
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5.1. Results on 2D Shape Decomposition

In this subsection, comparative results obtained by applying the proposed
algorithm to shapes of the well-known MPEG7 CE-shape1-PartB database
[41] are presented. This database consists of rigid as well as non-rigid shapes.
The shapes on the database are binary, having one closed contour, so the
boundary extraction stage is easily completed. In Figure 12 a sample of
decomposed shapes is shown. It is obvious that our method succeeds to
separate most shapes into meaningful components. The ‘butterfly’, the
‘turtle’ and the ‘dog’ are successfully decomposed into segments that a human
would distinguish, while for the ‘mouse’ shape an extra component is also
found (marked as yellow in the Figure 12). In addition, in Figure 13 the
performance of our algorithm is compared against other well-known methods,
namely the methods presented in [9], [10], [42] and [43] respectively. In Figure
13 the obtained results from the application of the aforementioned methods
are shown. Notice that in the first column human results on decomposing
these shapes are available [42]. For each category in which the experiment
was conducted, humans where asked to manually separate the shapes into
meaningful parts. For the results of the method [42] the straightening process
was not used. It is noteworthy to pay attention to shapes which have
bendable parts, such as the ‘bug’, the ‘elephant’, the ‘camel’, the ‘octopus’
and the ‘cow’. For example the legs of these shapes are decomposed as
whole parts, regardless the different pose of the corresponding shapes. This
property is mainly due to the application of the diffusion process, which
efficiently expands visibility. In many cases, the proposed algorithm achieves
results that successfully approximate the human decompositions of the first
column, which serves as the ground truth for this experiment.

5.2. Improving the Results-Post Processing

In order to further improve the decomposition results -if we decide that
it is neccessary- an additional post processing procedure can be applied. In
some shapes, as we can observe in Figure 13 non meaningful shape parts
appear, which do not exist in the perceptual results (see for example the
shapes including the bug, the frog, the chicken, the elephant etc). This is
a natural outcome of the visibility context that captures convex parts of a
shape. A simple way to overcome most of these problems is to measure
the inter-visibility between points of each cluster and points that are left
unassigned (points that do not belong to a specific shape part). A cluster is
merged with the set of the unassigned points if it shares great inter-visibility
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(a) (b) (c) (d)

Figure 12: A sample of decomposed shapes of the MPEG7 shape database, using the
DCA. The qualitative results are very promising.

with the unassigned points, compared to other clusters. Some examples are
depicted in Figure 14 where non meaningful shape parts are eliminated.

5.3. Results on the 3D Shape Decomposition

As already mentioned, the shape decomposition is an ambiguous task due
to the human perception involvement in the process of partitioning a mesh
into functional segments. A remarkable effort was made in [44] where humans
were asked to decompose 3D meshes into meaningful parts, using a dataset
of 4300 meshes. It is proven that humans are consistent at a great deal in
the way they decompose the 3D meshes, having however a little variation in
their final decision. The proposed DCA algorithm was tested on meshes of
this database and some characteristic results are depicted in Figure 15.

By taking into account the manually created results of [44] and our
personal judgment about decomposition results, we can briefly discuss the
partitioning obtained by the DCA algorithm. In most cases the DCA achieves
meaningful decompositions, as we can see in Figure 15. Especially, in the case
of shapes such as the table, where parallel surfaces exist, our method captures
the surface as a distinct component, opposed to the [30] where in such cases
unappealing results may be produced as there is no compatibility between
the upper and the lower side of the table. Furthermore, in thin structures,
where mutual visibility between nodes is restricted (see for example the chair
legs) the method of [31] may fail to capture them as a whole part and they
appear disjoint (failure of the component fusion step of this method). Our
method, however, can deal successfully with such parts because the issue of
their low internal visibility is somehow bypassed by the diffusion step which
efficiently extends visibility and helps forming meaningful segments.
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Figure 13: Comparative results using our algorithm (column with encircled images) and
other methods: 2-nd column [9], 3-rd column [10], 4-th column [42] and 5-th column [43].
In the 1-st column the human decomposition results are shown.

5.3.1. Consistency in Decomposition Results

A qualitative way to measure the robustness of our DCA decomposition
algorithm is introduced in this paragraph. The concept behind this method is
that similar shapes (i.e. belonging to the same category) should be decomposed
in the same way. This means that a robust algorithm should have the ability
to segment similar objects in different poses in a consistent way. This is
very useful in tasks where shapes are recognized by their components and
it additionally provides a stable step in retrieval algorithms. In Figure
16, objects of two categories are decomposed by using the proposed DCA
method. As it is obvious, in most cases there exists consistency among the
decomposition results. For example, in the category of hands, all fingers and
the palm are found as separate parts, despite the fact that the fingers are
captured at different poses and deformations. The same holds for the ants
category where only in few cases an artificial “neck” is erroneously produced
as an extra part.
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(a) (b) (c)

(d) (e) (f)

Figure 14: Examples of decomposition results before (a-c) and after (d-f) the
post-processing procedure. Note that redundant parts are eliminated.

6. Discussion and Conclusions

In this paper the problem of perceptually meaningful shape decomposition
was addressed. The proposed method can be used without the need of any
modification in 2D as well as 3D shapes. The visibility graph was used
for representing each shape, adding advantageously additional constraints
regarding the neighborhood assignment. The notion of visibility, closely
related, but not coincident, to convexity, was used to capture basically convex
areas. An efficient iterative algorithm very well combined to shape description
with visibility graph was then applied, expanding the visibility in a controllable
way so as to organize the shape into not strictly convex segments, which is
extremely helpful in non-rigid shapes parts. The number of partitions was
determined automatically, which was an additional advantage of the proposed
Diffusion Clustering Algorithm. Experimental results have confirmed the
effectiveness of the proposed method and strongly indicated that our selection
of visibility with the neighborhood information as well as the diffusion-shrninking
alternating algorithm, seems to follow very well the human perceptual shape
decomposition. A noteworthy point of the DCA algorithm is that it is
actually a fast and effective clustering method, very well suited for the
application in shape decomposition.
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(a) 4 parts (b) 7 parts (c) 4 parts (d) 3 parts

(e) 6 parts (f) 6 parts (g) 3 parts (h) 3 parts

(i) 6 parts (j) 9 parts (k) 17 parts (l) 4 parts

(m) 5 parts (n) 12 parts (o) 2 parts (p) 7 parts

Figure 15: A gallery of decomposed 3D shapes using the proposed DCA method. The
number of parts determined automatically by the DCA is also denoted for avoiding
misconceptions.
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(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 16: Along these two categories, models of similar objects are segmented compatibly,
although having different poses.
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